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Learning Italian in a Swedish context

• Italiano LinguaDue – special issue 2025
• Foreign language / Second language / Third Language 

/ Additional Language / Heritage language

• Visibility and priority of segmental vs. prosodic features and patterns in the 
learning context

• Intuition and empiricism in the research context
• Benefit for the learning and research context



The InterIta Corpus
• PI Professor Camilla Bardel
• Data collection start 2001
• Interviews SU students of Italian

and L1 speakers of Italian
• Longitutinal, recorded in Språkstudion
• Annotated lexically, parts of speech
• Hosted by Lingonline (not open)
• Previous research on the data - lexical richness, lexical sophistication, lexical 

cross-linguistics influence, indvidual differences in L(n) learning
• First (?) pronunciation study using this data
• Choice of participants: 1) 8 learners at intermediate proficiency level, having one 

L1 = Swedish, 1 hour / person; 2) 8 L1 Italians, 1 hour / person



The InterIta Corpus – example from ”Göran”



The Prosogram 

• Prosodic profiles 
• Syllabification
• Stylized pitch
• Metrical patterns

Mertens, Piet (2022) The Prosogram model for pitch stylization and its 
applications in intonation transcription. in Barnes, J.A. and Shattuck-
Hufnagel, S. (eds) (2022) Prosodic Theory and Practice. Cambridge, 
MA: MIT Press. 259-286. ISBN 978-0-262-54317-0.
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Studying speech production in 
conversation



How do you study speech 
production?





“Results from previous 
studies on segmental 
phonetics, prosody and 
paralinguistics indicate that 
the data we are using may 
indeed have had an 
immense influence on our 
results.”
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A B S T R A C T

Recently, the debate about what kind of speech data is most appropriate for linguistic research has intensified.
Generally, with ‘laboratory speech’ defenders on the one hand and ‘natural speech’ proponents on the other, two
seemingly clearly distinct phonetic data types have been identified. In this article, this dichotomy is called into
question. Results from previous studies on segmental phonetics, prosody and paralinguistics indicate that the
data we are using may indeed have had an immense influence on our results. The research papers in the present
Special Issue in Journal of Phonetics provide further evidence for the style-dependency of speech data and
hence, on our theories and models. Importantly, they also show that some results remain stable independently of
the speaking style under investigation. We claim that these findings do not point to an inherent superiority of one
particular type of data used in phonetics research. Instead, we argue for a stronger methodological awareness in
investigations of speech phenomena and more cautious interpretations of the findings that we make. We also
believe that we need a much better understanding of the extent to which our methods and our ways of collecting
speech data influence our results. A generally increased methodological awareness and a higher variety of
investigated styles of speech will promote our research progress further than a continuing argument for or against
using one particular type of speech data.

& 2014 Elsevier Ltd. All rights reserved.

1. Introduction

Recent years have seen a debate between defenders of strictly controlled, experimental data collections based on ‘lab speech’
(e.g., Xu, 2010) and promoters of more ‘naturalistic’, ‘authentic’ or ‘ecologically valid’ data sets (e.g., Ernestus, 2000; Kohler, Pätzold,
& Simpson, 1995; Oertel, Cummins, Edlund, Wagner, & Campbell, 2013). The main reason behind this discussion is our knowledge
about style-specific phonetic variation, and different opinions about what data provides a better window to ‘the truth’. Although
‘speaking style’ is a heterogenously used and multiple-dimensional term (cf. Barry, 1995; Blaauw, 1995; Eskénazi, 1993) we can
consider it as accepted that the same sentence leads to a different phonetic output depending on whether it has been uttered in the
style of a news broadcaster or in a conversation with a friend. On the perception side a news broadcaster speaking in a
conversational style would be as unacceptable for listeners as a friend talking to you in a news broadcasting style. This Special Issue
aims at providing further arguments for the impact of speaking style diversity on phonetic investigations. Rather than favouring a
decision for either style in phonetic data collections, we aim to raise a stronger awareness for the data and methods we use in
phonetic research, and for what we can or cannot conclude from the results based on the data that was used.

We agree with a lot of points raised in Xu's article ‘In defense of lab speech’ in this journal (Xu, 2010). Still, we would like to extend
this discussion and add some further points. Researchers focusing on different aspects of phonetic sciences participated in our effort
to bring together a broad basis of results indicating how crucial both methods and data are for our insights. Unlike earlier debates in
this area, we do not want to argue for or against the superiority of one or another type of phonetic data. Instead, unifying the outcome
of the different articles, one of the central take-home messages is the need to investigate various styles and their potential effects
on the results. This Special Issue shows that style specificity of results is not limited to single areas or few aspects of phonetics
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How do you study speech 
production in interaction?



Find speakers
You will be fine with two but 
three is better!



Map 0f

Give them a task
or don’t… 



Add gear



And more gear



Speech Silence Speech

Silence Speech Silence Speech

Silence Speech

Silence

OverlapW Gap OverlapB Pause

Find the turn-
taking events.
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Link them to the 
other signals.



Why bother?
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been included at all; for TESTSET, neither baseline “6” nor
”7” is as good as “4”. The solution we propose is to duplicate
TRAINSET feature vectors for training, marshalling one copy
as in panel (c) of Figure 1 and the other as in panel (d). This
yields our final baseline whose performance on unseen data (cf.
Figure 2.b) is no worse than baseline “4”, with the benefit that it
represents all participants’ vocal activity history explicitly.

4. Results
Given our final CI baseline, breathing history is easily marshalled
into feature vectors in exactly the same way as vocal activity
history. The results are shown in Figure 3, for both TRAINSET
and TESTSET; the MI and CI baselines are denoted “BL(MI)”
and “BL(CI)”, and correspond to baselines “2” and “8” from the
preceding section.

(a) TRAINSET (b) TESTSET

Figure 3: Cross entropies (in bits per 100-ms frame, along the

y-axis) for 8 respiration-sensitive systems (along the x-axis);

baseline “BL(MI)” and “BL(CI)” correspond to baselines “2”

and “8” in Figure 2. The shaded areas denote extrema of IQR’s

of MI and CI baselines (retained from Figure 2) as well as

systems “1” through “5a”.

System “1” extends BL(CI) by exploiting Bt�S
t�1 in addition

to Qt�S
t�1 . For TRAINSET, the resulting cross entropy reduction

is approximately 0.012 bits per 100 ms, or twice as large as the
gap between the MI and CI baselines. This effect generalizes to
TESTSET, where its magnitude is 0.006 bits per 100 ms, similar
to the difference between BL(CI) and BL(MI).

System “2” uses Ḃ instead of B. Figure 3 shows that for
both TRAINSET and TESTSET, this offers a considerable im-
provement. Evidently, the information found in the instantaneous
slope of lung volume is more relevant to vocal activity prediction
than is information found in the instantaneous value of lung
volume—despite the fact that the neural network can learn to
compute rate of change from S ⌘ 10 consecutive values. System
“3” uses both B and Ḃ, but the experiments in Figure 3 suggest
that B provides no additional information over and above Ḃ: it
merely provides opportunity for the neural network to overfit to
TRAINSET.

Systems “4” through “6” are structurally identical to systems
“1” through “3”, except that the respiration signal chronograms
are Z-normalized using chronogram-row-specific statistics. This
makes these systems acausal, since at each instant t the mean
and variance used to normalize each bt [k] had been computed
using instants t0 < t but also t0 � t. Nevertheless, these experi-

ments indicate the performance that could be obtained if these
statistics were available through other means. It appears that
Z-normalization is helpful, and generalizes to TESTDATA.

In a final set of experiments, we compare the relative contri-
bution of target participant’s vs. their interlocutors’ respiration
history. Starting with the best-generalizing system — that la-
beled “5” which exploits the Z-normalized dynamic respiration
signal Ḃ — we supress either the interlocutors’ respiration his-
tory (in system “5a”) or the target participant’s respiration history
(in system “5b”). It can be seen in the cross-entropies for TEST-
SET that the target participant’s respiration history (“5a”) offers
an even bigger improvement over the CI baseline than does in-
clusion of all participants’ respiration history (“5”). Meanwhile,
excluding the target participant’s respiration history (“5b”) ren-
ders the system not significantly different from the CI baseline
which ignores breathing altogether.

5. Discussion and conclusions
The experiments described in this paper permit us to answer
Q1 in the affirmative: the multi-participant breathing signal
contains information which can be leveraged to improve predic-
tion of incipient participant-attributed vocal activity. Specifically,
multi-participant respiration history offers roughly as much cross
entropy reduction as the inclusion of interlocutors’ vocal activity
history. Furthermore, we note that since no TESTSET partici-
pants were present in TRAINSET, these findings generalize to
unseen data and are participant-independent.

The experiments also support a tentative answer to Q2: dy-
namic lung volume features (i.e. slope) offer an advantage
over the static ones, a trend which also generalizes to unseen
participant-independent data. Furthermore, Z-score normaliza-
tion was shown to be beneficial, and the Z-normalized slope was
the best-performing feature of the ones we have tried. In fact,
the improvement due to the inclusion of Z-scored slope is about
twice as large as that due to the inclusion of interlocutor vocal
activity history.

We have also contrasted the contribution of target partic-
ipants’s breathing history to that of their interlocutors’. Our
experiments show that each participant’s breathing is helpful,
but only for the prediction of that participant’s incipient speech
activity; it appears unhelpful for the prediction of others’ in-
cipient speech activity. Note that this is irrespective of which
participants happen to be currently speaking; unlike [2], our con-
cept of “participant” includes both current speakers and current
listeners. This answers Q3 in the negative.

In answering these questions, we have extended the stochas-
tic turn-taking framework to make it possible to explicitly at-
tribute features of any type to participants in conversations with
more than two participants; previously, this could only be done
for dyadic conversations. In future work, we will inspect the
trained models for the type of patterns that have been learned
and evaluate the impact of the size of the context on model per-
formance. We will also evaluate the combination of breathing
with other continuous features such as intensity and fundamental
frequency.
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Respiratory turn-
taking cues
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events
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Figure 1: Model predictions for intensity level (top), CPPS (middle) and L1L2 in Swedish (left) and German (right)
for between-speaker and within-speaker silences (BSS and WSS, respectively).

where intensity made the biggest contribution to
discriminating between turn-taking categories. This
could be partly explained by the fact that intensity
level (as well as other fo-independent features)
in [11] included values extracted from intervals
detected with a lower voicing threshold in order
to capture even less periodic phonation types (this
procedure was not used in the present study to
produce time-aligned trajectories for fo-dependent
and fo-independent features). Such intervals, which
involve very breathy or creaky voice quality, are
likely to be much quieter than the voiced intervals
investigated here. Furthermore, the analysis in
[11] did not control for covariates such as interval
duration and did not model the grouping structure in
the data.

The fact that the CPPS and L1L2 curves in
Figure 1 exhibit greater separation across the

BSS/WSS classes might suggest that voice quality
does in fact carry non-redundant information related
to turn-taking. Similarly, while the shape of the
L1L2 contour is essentially a mirror image of the
intensity level curve, the CPPS shows a more
distinct, symmetrical pattern, possibly indicating
that CPPS is to a less extent determined by sound
pressure level (and subglottal pressure) variation.
Nonetheless, given the small effect sizes, the effects
are most likely of little practical importance in
speech communication.
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Voice quality 
variation in 
conversation



If you only have 
one speaker, 
make it fun for 
them!
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